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a b s t r a c t
We present a method to recover the reﬂectance of objects and the parameters of multiple lights using a
3D image acquired by a depth sensor and a stereo intensity pair. Experimental evaluation shows the ability to recover varying diffuse and constant specular reﬂectance parameters from object images, and
simultaneously the locations and intensities of up to three distinct light sources.
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1. Introduction
The simultaneous recovery of the reﬂectance and light source
parameters for interactive photorealistic rendering is important
for a variety of applications, such as virtual and augmented reality
modeling and simulation, reverse engineering, ﬁlm and computer
games technology. In general, it is not possible to recover simultaneously the surface geometry, reﬂectance, and lighting parameters
from a single intensity image. One must also either acquire surface
geometry, assume simple known reﬂectance models, or use multiple images or light sources. We show how intensity cameras in
conjunction with an active depth sensor can recover object reﬂectance and the parameters of multiple light sources, extending previous work for a single source (Xu and Wallace, 2004). Although we
use three sensors, it is a concurrent image capture process that
does not assume user control over the scene geometry or lighting,
for example by inserting calibration targets, recording multiple
images from different viewpoints or using multiple lights with
known parameters.
1.1. Measuring reﬂectance and geometry using known lighting
Considerable work has been done to recover surface reﬂectance
using imaging devices with known geometry and illumination (Kay
and Caelli, 1994; Ikeuchi and Sato, 1991; Marshner, 1998; Shen
and Takemura, 2006; Zickler et al., 2006; Hu et al., 2007). If the
lighting parameters are known, reﬂectance and shape recovery
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can be combined. For example, Goldman et al. (2005) employed
photometric stereo to recover surface normals and reﬂectance,
using Ward’s anisotropic BRDF model (Ward, 1992). However,
although a single view was sufﬁcient, they required multiple exposures with as many as 12 known light directions. Hertzmann and
Seitz (2005) performed a full surface segmentation into different
material types, again using several images acquired from a single
viewpoint with controlled illumination, and assuming a training
phase on objects with similar materials and known geometry. In
concurrent work (Goldman et al., 2005) the reference object was
removed but this still required multiple known lighting directions.
Boivin and Gagalowicz (2001) proposed a method for estimating
Ward’s model from a single image, iterating over more and more
complex reﬂectance models, from simple diffuse to complex texture. In addition to controlled illumination, they made the problem
tractable by interactively deﬁning a perfect geometric segmentation into surface groups of similar type. Georghiades (2003) recovered reﬂectance and shape from a single viewpoint without known
lighting. However, they did move the light to several positions, as
this was necessary to provide initial estimates of albedo in a subsequent optimization procedure that also required initial estimates
of parameters to be recovered.
1.2. Recovering light source parameters
Of particular relevance to our work are methods to estimate the
light source parameters using simple models that are commonly
used in computer vision and graphics, e.g. point, spot, and directional light sources. This research can be divided into two principal
categories, ﬁrst the calibration of lights using nearly perfect
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specular probes or diffuse targets (e.g. Debevec, 1998; Powell et al.,
2001; Weber and Cipolla, 2001; Zhang and Yang, 2001; Wei, 2003;
Bouganis and Brookes, 2004; Takai et al., 2004; Alldrin and Kriegman, 2006) and second the estimation of source parameters directly from intensity images (e.g. Stauder, 2000; Zhou, 2005;
Marschner and Greenberg, 1997; Lagger and Fua, 2005; Upright
et al., 2007; Xie et al., 2007). Most used the distant illumination
assumption, rather than specify a ﬁnite light location directly.
When light source parameters have been recovered from calibration targets with simple geometry and reﬂectance (e.g. a diffuse
or specular sphere) the procedure has been robust and rapid
(Debevec, 1998; Powell et al., 2001). Weber and Cipolla (2001)
used a Lambertian cube to estimate the location and intensity of
a single light source from the shading information. Zhang and Yang
(2001) demonstrated the recovery of multiple light directions on
an assumed Lambertian surface, using critical points of maximal
intensity change where the light source was perpendicular to the
surface normal. Following this work, Wei (2003) gave a more robust implementation of critical points estimation under the same
framework. Effectively dealing with regional segmentation separated by light boundaries (great circles), Bouganis and Brookes
(2004) presented a V2R (virtual-to-real) algorithm for multiple
light source detection using a Lambertian sphere as a calibration
object. Takai et al. (2004) presented an approach for estimating
sources of a scene that is illuminated by near point light sources,
directional light sources and ambient light. They employed a pair
of reference spheres as light probes and introduced the difference
sphere that can be acquired by differencing the intensities of two
image regions of the reference spheres. Alldrin and Kriegman
(2006) developed a planar light probe for measuring low frequencies of the lighting. Their method is based on the interaction of
light through two planar surfaces separated by a transparent medium. Under certain assumptions and proper selection of the two
surfaces, they recover the Fourier series coefﬁcients of the incident
lighting parameterized over the plane.
It is not always necessary to use a calibration object. Provided
the scene reﬂectance and lighting models are sufﬁciently simple;
methods for estimating illumination from scene images directly
are reviewed in (Stauder, 2000; Zhou, 2005). Marschner and Greenberg (1997) developed an inverse lighting method to determine the
distribution of light directions and the geometry of Lambertian objects. Lagger and Fua (2005) focused on the recovery of multiple
sources in the presence of specularities and texture where several
images of moving objects are available, explicitly detecting the
specular areas in the images by following local grey-level maxima
using a mean shift algorithm. Recent research on source recovery
has been conducted using transformation ﬁeld analysis, waveletbased or in frequency space. Upright et al. (2007) proposed a wavelet-based light representation which is suitable for both diffuse and
specular scenes. In (Xie et al., 2007), Xie et al. presented an algorithm for estimating the direction and strength of a single point
light with the strength of ambient illumination, assuming known
geometry. The method had two steps, projecting the image to an
orthogonal linear subspace based on spherical harmonic basis functions by taking the coefﬁcients in frequency space; calculating the
parameters in the low dimensional subspace.
1.3. Recovering reﬂectance and illumination parameters
The most relevant work recovers unknown reﬂectance and illumination parameters concurrently. Ramamoorthi and Hanrahan
(2001) developed a mathematical framework as a product of
spherical harmonic coefﬁcients of the BRDF and the lighting, solving the inverse rendering problem by deconvolution. Nishino et al.
and Hara et al. required fairly specialized equipment. In (Nishino
et al., 2001), they used as many as eight intensity images and

assumed the existence of specular highlights to compute the object
surface reﬂectance and source intensities distributed on a hemisphere of uniformly-sampled known light directions, with the
simultaneous availability of a geometric model. They separated
the diffuse and specular components from the input intensity
images by choosing the smallest value as the diffuse component
from the several images. Later (Hara et al., 2005) they used specialized polarization ﬁlters to ﬁlter out the diffuse component and allow single point light source estimation from a single viewpoint,
but still with multiple images. In (Yu et al., 2006), Yu et al. presented a relighting approach by simultaneously estimating the illumination and texture with known geometry from given multi-view
images captured under a single illumination setting. Recently, Mercier et al. (2007) developed a complete framework for recovering
an object shape, estimating automatically the reﬂectance properties and light sources from a set of images. The shape from silhouette approach proposed by Szeliski (1993) was combined with
image pixels to reconstruct a triangular mesh using the marching
cubes (Lorensen and Cline, 1987). A classiﬁcation process identiﬁed
regions of the object having the same appearance, to detect a single
point or directional light and estimate diffuse and specular reﬂection coefﬁcients using the modiﬁed Phong model (Lewis, 1993).
In contrast, we present an approach to ﬁnd simultaneously the
surface reﬂectance parameters and the locations and intensities of
multiple lights, using only two intensity images in conjunction
with an active depth image. The motivation is that the user can
control the sensors, not the scene or illumination. The ﬁrst key
method that makes our approach tractable is the use of a Gaussian
subtraction algorithm to eliminate the diffuse components from
the difference image. For a single light source, this reduces the
optimization to a minimization of a function in ﬁve variables
which is readily computable. As additional lights are considered
three positional and one intensity parameters are added in each
case. The second observation is that, once the specular surface
and lighting parameters are known, we are able to solve for the
varying surface diffuse parameters analytically in a second phase.
When comparing this approach to the previous methods reviewed
in this section, the key factor is not that it produces quantiﬁably
better results than previous work, but that it reduces substantially
the difﬁculty of the recovery process. This is incremental progress
towards ‘‘one shot” (but three image) recovery of reﬂectance and
illumination of the scene.

2. Simultaneous recovery of surface reﬂectance and multiple
light sources
We use an active 3D scanner (Wallace et al., 2001) to acquire
surface geometry, and a stereo pair of CCD cameras, calibrated with
respect to a common world frame. We adopt a two-stage
procedure.
2.1. Obtaining the specular reﬂectance and the light parameters
The Phong–Blinn (Phong, 1975; Blinn, 1977) model represents
the irradiance, I0(p), on the intensity sensor at pixel position p, corresponding to the point P on the observed surface, neglecting the
ambient term. Hence, the irradiance at p is


lP
 N þ ks LðPÞðH  NÞc ;
I0 ðpÞ ¼ kd LðPÞ
jlP j


lP
1
 N > 0; LðPÞ ¼
L0
ð1Þ
jlP j
j l  Pj2
where L0 is the source intensity and l ¼ ðX l ; Y l ; Z l ÞT 2 R3 is the location of the point light source. L(P) is the light intensity assigned to P
by the point light source located at l. kd and ks are the diffuse and
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ðlPÞ=jlPjþV
specular reﬂection coefﬁcients, H ¼ jðlPÞ=jlPjþVj
is the ‘‘halfway vector”, V is the normalized view direction vector from a surface point
P to its corresponding pixel p; c is the surface material’s specular
reﬂection exponent, i.e. the shininess. (l  P)/j(l  P)j is the normalized light direction vector, and N is the normalized surface normal
at P. Therefore, if a0 is the same radiometric constant for each camera, the image brightness is

1

1

½ðl  PÞ  N þ a0 ks L0
ðH  NÞc ;
j l  Pj3
j l  Pj2


lP
1
N ¼
½ðl  PÞ  N:
jlP j
jlP j

IðpÞ ¼ a0 kd L0

ð2Þ

From Eq. (2), the respective illumination equations for the pair
of the images are
8
< Iðp1 Þ ¼ a0 kd L0 1 3 ½ðl  PÞ  N þ a0 ks L0 1 2 ðH 1  NÞc
jlPj
jlPj
:
ð3Þ
: Iðp2 Þ ¼ a0 kd L0 1 3 ½ðl  PÞ  N þ a0 ks L0 1 2 ðH 2  NÞc
jlPj
jlPj
Setting Ss = a0ksL0, the difference between the two Eq. (3) is
expressed,
DIðPÞ ¼ Iðp1 Þ  Iðp2 Þ ¼ Ss

1
j l  Pj2

½ðH 1  NÞc  ðH 2  NÞc :

ð4Þ

Fig. 1. Synthetic stereo images of (a, b) the cup and (c, d) the cube. The error distributions of the diffuse reﬂection coefﬁcients of (e) the cup and (f) the cube. Examples of the
objective function, plotted against (Ss1, c), for (g) the cup and (h) the cube.
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This eliminates the diffuse reﬂection component from the illumination equations. This process is over-determined, since the
number of measured image values is much greater than the number of the unknowns. Assuming normally distributed additive
noise in the measured image brightness the measured difference
DIm = [Im1Im2] is a normally distributed random variable. This
gives the error term between the measured and the predicted
values,
er ðP i Þ ¼ DIm ðP i Þ  DIðP i Þ
1
¼ DIm ðP i Þ  Ss
½ðH i1  N i Þc  ðH i2  N i Þc ;
j l  P i j2
i ¼ 1; . . . ; n

ð5Þ

where n indicates the number of successfully measured brightness
values in the paired images with respect to 3D nodes which can be
viewed by both the images and illuminated by the light source. We
deﬁne an objective function to be minimized with respect to the unknowns, (Xl, Yl, Zl, Ss, c)T,
f

lr ðl

¼ ðX l ; Y l ; Z l Þ; Ss ; cÞ
¼

n
X

DIm ðP i Þ 

i¼1

Ss
j l  Pi j

!2
½ðH i1  N i Þc  ðH i2  N i Þc 
2

:

ð6Þ

Extending this to m point light sources, Eq. (6) becomes
f

lr ðl1

¼ ðX l1 ; Y l1 ; Z l1 Þ; . . . ; lm ¼ ðX lm ; Y lm ; Z lm Þ; Ss1 ; . . . ; Ssm ; cÞ
"
!#2
n
m
X
X
Ssj
c
c
DIm ðP i Þ 
½ðH ij1  N i Þ  ðH ij2  N i Þ 
¼
j lj  P i j2
i¼1
j¼1
ð7Þ

flr is a sum of a ﬁnite number of elementary functions with real
variables, therefore is continuous and differentiable in Rð4mþ1Þ .
2
6
6
6
4

1
jl1 P 1 j2

½ðH 111  N 1 Þc  ðH 112  N 1 Þc ; . . . ; jl

1

1
jl1 P n j2

c

½ðH n11  N n Þ  ðH n12  N n Þ ; . . . ; jl

jlP n j

For multiple point light sources,

3
½ðH 1m1  N 1 Þc  ðH 1m2  N 1 Þc  2 S 3 2 DIm ðP 1 Þ 3
s1
76
6
7
76 .. 7
..
6
7:
74 . 7
.
5¼4
5
5
c
c
S
DI
ðP
Þ
½ðH

N
Þ

ðH

N
Þ

sm
m
n
nm1
n
nm2
n
2

2
m P 1 j

..
.
c

berg–Marquardt method. The surface-to-camera visibilities are identiﬁed using the z-buffer algorithm (Theoharis et al., 2001) as their
geometries with respect to the common world frame are known.
Although the z-buffer algorithm can also be used for the light sources,
this has to be recomputed for each new estimate of their locations,
resulting in a prohibitively high computational load, and is not currently implemented. This means that shadowing effects are not accounted for at stage 2.1. However, once the light locations are
recovered, shadowing effects can be checked at stage 2.2. The estimated value for Ss is a combination of the surface specular reﬂection
coefﬁcient ks and the light intensity L0, dependent on the system constant a0. The initial estimate of c has been set generally as
c = 1.0  128 or c = 5.0  128; this is arbitrary and not critical and is
justiﬁed on the basis that it is suitable for the range of synthetic and
real examples studied. In (Georghiades, 2003) a similar argument
was used to set the albedo and roughness parameters. For synthetic
data, the initial light locations were set within a uniform random distribution of possible positions in (x, y, z), perturbed within 20% of the
ﬁeld of view within the range that illuminated the surface mesh
viewed by the cameras (i.e. we did not set an initial position behind
the object). For real data, we also used a rough initial estimate computed directly from the highlights. The initial values for Ssj are then
computed. From Eq. (4), a linear system is obtained by approximating
the measured image brightness difference DIm using the predicted
values DI. For a single point light source,
2 1
3
2
3
½ðH 11  N 1 Þc  ðH 12  N 1 Þc 
DIm ðP 1 Þ
jlP 1 j2
6
7
6
7
6
7
..
..
7:
ð8Þ
6
7½Ss  ¼ 6
.
4
5
.
4
5
c
c
1
DI
ðP
Þ
m
n
2 ½ðH n1  N n Þ  ðH n2  N n Þ 

1
m P n j

Assuming that the n surface points (Pi, i = 1, . . ., n) are visible to both
cameras (this guarantees that (sufﬁcient condition) the halfway vector is effective, say, j(lj-Pi)/jlj-Pij+Vi1j 6¼ 0 and j(lj-Pi)/jlj-Pij+Vi2j 6¼ 0,
i = 1, . . ., n and j = 1, . . ., m), and are illuminated by all of the m light
sources with Pi 6¼ lj (i = 1, . . ., n and j = 1,. . ., m), there will be no singular point in flr. Examples of the variation of the objective function flr
against two parameters are shown in Fig. 1 (single light) and Fig. 4
(three lights); these are typical of the behavior against the other
parameters. However, in general the function will not be convex over
the whole parameter space. The problem of multi-modality in such
objective functions has been largely ignored in the earlier work reviewed in Section 1, and indeed, must depend on the unknown light
and object reﬂectance parameters. We have examined the behaviors
of the objective function, locally and globally, and have concluded
that in most cases the function is convex within a wide range of the
correct minimum, i.e. there is a locally unimodal objective function.
Thus, a gradient descent least-square optimization procedure on flr
has been used successfully to solve this Gaussian distributed non-linear regression problem by minimizing flr with respect to ðX l1 ; Y l1 ;
Z l1 ; . . . ; X lm ; Y lm ; Z lm ; Ss1 ; . . . ; Ssm ; cÞT 2 Rð4mþ1Þ using the Leven-

ð9Þ

Eqs. (8) or (9) have the form, BlrSs = DIm, where Blr is a (n  m)
matrix, Ss and DIm are column vectors. The least-squares solution
for this linear system is determined from,
S s ¼ ðBTlr Blr Þ1 BTlr DI m :

ð10Þ

2.2. Obtaining the diffuse node parameters, Sdi
Once l, Ss and c are recovered, we can use Eq. (3) to estimate the
surface diffuse reﬂection properties for each Pi. Deﬁning Sd = kd/ks,
we obtain,
8
h
i
>
< d1 ðP i ÞIm ðpi1 Þ ¼ d0 ðP i Þd1 ðP i Þ Sdi Ss3 ½l  P i Þ  N i  þ Ss 2 ðH i1  N i Þc
jlP i j
jlP i j
h
i:
>
: d2 ðP i ÞIm ðpi2 Þ ¼ d0 ðP i Þd2 ðP i Þ Sdi Ss3 ½ðl  P i Þ  N i  þ Ss 2 ðH i2  N i Þc
jlP j
jlP j
i

i

ð11Þ
Adding the two Eq. (11) and rearranging, the estimated {Sdi,
0
i = 1, . . ., n } are given by

½d1 ðP i ÞIm ðpi1 Þ þ d2 ðP i ÞIm ðpi2 Þ j l  P i j3  d0 ðP i ÞSs j l  P i j ½d1 ðP i ÞðH i1  N i Þc þ d2 ðP i ÞðH i2  N i Þc 
;
d0 ðP i Þðd1 ðP i Þ þ d2 ðP i ÞÞSs ½ðl  P i Þ  N i 
0
i ¼ 1; . . . ; n :

Sdi ¼

ð12Þ
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0

In this case, n indicates the number of successfully measured
brightness values in any one or both of the paired images with respect to the 3D nodes which are illuminated by the source. n0 is different from n in Eq. (7) which denotes visibility in both images;
d0(Pi), d1(Pi) and d2(Pi) denote the visibility of the point Pi to the
light location, the 1st and 2nd images, respectively. d0(Pi), d1(Pi)

or d2(Pi) is set to 1 if the given node, Pi, is visible to the relevant
camera or light, otherwise, set to 0. This is possible because the
camera and light position, and object geometry are now all known.
In the case of multiple light sources, we have the equivalent
expression,




8
m
P
Sdi Ssj
Ssj
c
>
>
d
ðP
ÞI
ðp
Þ
¼
d
ðP
Þ
d
ðP
Þ
1
m
1
i
i
0j
i
>
3 ½ðlj  P i Þ  N i  þ
2 ðH ij1  N i Þ
i1
<
jlj P i j
jlj P i j
j¼1


 :
m
P
>
Sdi Ssj
Ssj
c
>
> d2 ðP i ÞIm ðpi2 Þ ¼ d2 ðP i Þ
d0j ðP i Þ jl P
:
3 ½ðlj  P i Þ  N i  þ
2 ðH ij2  N i Þ
j
jl P j
j

j¼1

i

j

ð13Þ

i

Table 1
The recovered reﬂectance and lighting parameters for the cup and the cube

Cup

Cube

Noise level

1% additive noise

Parameters

l = (Xl, Yl, Zl)

Ss

c

l = (Xl, Yl, Zl)

4% additive noise
Ss

c

Estimated
Ground truth
Percentage errors (%)
Estimated
Ground truth
Percentage errors (%)

(1.02e + 3, 5.11e + 2, 3.05e + 3)
(1.00e + 3, 5.00e + 2, 3.00e + 3)
1.72
(9.48e + 0, 2.28e + 3, 9.27e + 3)
(8.20e  1, 1.56e + 3, 2.35e + 3)
247.08

1.10e + 9
1.05e + 9
4.76
3.24e + 9
5.03e + 8
544.14

10.11*128
10.00*128
1.10
1.51
0.50*128
202.00

(1.13e + 3, 5.64e + 2, 3.41e + 3)
(1.00e + 3, 5.00e + 2, 3.00e + 3)
13.58
(1.41e + 0, 7.35e + 1, 2.16e + 2)
(8.20e  1, 1.56e + 3, 2.35e + 3)
92.19

1.33e + 9
1.05e + 9
26.67
7.02e + 4
5.03e + 8
99.99

10.17*128
10.00*128
1.70
0.25
0.50*128
50.00

Fig. 2. Rendered models of the cup and the cube; these are new views; (a, c) show the ground truth and (b, d) show the new renderings using the estimated parameters.

Fig. 3. (a, b) Real stereo images of a camel cup with a single point light source and (c) shows a synthetic view of the camel from a different viewpoint, using the estimated
light and surface parameters.

Table 2
The recovered reﬂectance and lighting parameters for the camel
Number
1

Estimated
Rescaled
Measured

Location l = (Xl, Yl, Zl)

Intensity (Ss)

Shininess (c)

(1.93e + 2, 1.26e + 3, 3.25e + 3)
(1.21e + 2, 7.90e + 2, 2.04e + 3)
(1.20e + 2, 7.92e + 2, 2.04e + 3)

1.20e + 9
4.71e + 8
–

8.24*128
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Adding the two equations in Eq. (13), the estimated {Sdi,
0
i = 1, . . ., n } are computed ﬁnally

3. Experimental evaluation
We demonstrate the approach on synthetic and real data acquired from a series of objects of reasonable complexity, in both




S
d0j ðP i Þ jl Psj j2 ½d1 ðP i ÞðH ij1  N i Þc þ d2 ðP i ÞðH ij2  N i Þc 
j
i
j¼1



;
m
P
S
d0j ðP i Þ jl Psj j3 ½ðlj  P i Þ  N i 
ðd1 ðP i Þ þ d2 ðP i ÞÞ

½d1 ðP i ÞIm ðpi1 Þ þ d2 ðP i ÞIm ðpi2 Þ 
Sdi ¼

m
P

j¼1

i ¼ 1; . . . ; n

0

j

i

ð14Þ

Fig. 4. Synthetic stereo images of (a, b) a James Watt bust and (c, d) a bottle. The error distributions of the diffuse reﬂection coefﬁcients of (e) the James Watt bust and (f) the
bottle. Examples of the objective function, plotted against (Ss1, c), for (g) the James Watt bust and (h) the bottle.
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Table 3
The recovered reﬂectance and lighting parameters for the James Watt bust
Number
1% noise level

1

2

8% noise level

1

2

Estimated
Ground truth
Percentage error
Estimated
Ground truth
Percentage error
Estimated
Ground truth
Percentage error
Estimated
Ground truth
Percentage error

(%)

(%)

(%)

(%)

l = (Xl, Yl, Zl)

Ss

c

(1.09e + 3, 5.42e + 2, 3.24e + 3)
(1.00e + 3, 5.00e + 2, 3.00e + 3)
8.18
(9.80e + 2, 1.15e + 2, 3.56e + 3)
(9.19e + 2, 1.02e + 2, 3.33e + 3)
6.69
(6.27e + 2, 3.07e + 2, 1.84e + 3)
(1.00e + 3, 5.00e + 2, 3.00e + 3)
38.44
(8.30e + 2, 1.06e + 2, 3.04e + 3)
(9.19e + 2, 1.02e + 2, 3.33e + 3)
8.72

5.31e + 8
4.50e + 8
18.00
7.18e + 8
6.28e + 8
14.33
1.66e + 8
4.50e + 8
63.11
5.15e + 8
6.28e + 8
17.99

Estimated

0.802*128

Ground truth

0.80*128

Percentage error (%)

0.28

Estimated

0.76*128

Ground truth

0.80*128

Percentage error (%)

5.00

l = (Xl, Yl, Zl)

Ss

c

(1.06e + 3, 5.25e + 2, 3.18e + 3)
(1.00e + 3, 5.00e + 2, 3.00e + 3)
5.98
(9.14e + 2, 1.02e + 2, 3.32e + 3)
(9.19e + 2, 1.02e + 2, 3.33e + 3)
0.32
(7.24e + 0, 1.60e + 3, 2.40e + 3)
(8.20e  1, 1.56e + 3, 2.35e + 3)
2.28
(1.14e + 3, 5.58e + 2, 3.47e + 3)
(1.00e + 3, 5.00e + 2, 3.00e + 3)
15.42
(8.51e + 2, 1.00e + 2, 3.09e + 3)
(9.19e + 2, 1.02e + 2, 3.33e + 3)
7.22
(1.27e + 1, 1.86e + 3, 2.83e + 3)
(8.20e  1, 1.56e + 3, 2.35e + 3)
20.07

1.35e + 9
1.20e + 9
12.50
1.68e + 9
1.68e + 9
0.03
8.60e + 8
8.04e + 8
6.97
1.61e + 9
1.20e + 9
34.17
1.37e + 9
1.68e + 9
18.45
1.43e + 9
8.04e + 8
77.86

Estimated

20.07*128

Ground truth

20.00*128

Percentage error (%)

0.35

Estimated

18.54*128

Ground truth

20.00*128

Percentage error (%)

7.30

Table 4
The recovered reﬂectance and lighting parameters for the bottle
Number
1% noise level

1

2

3

8% noise level

1

2

3

Estimated
Ground truth
Percentage error
Estimated
Ground truth
Percentage error
Estimated
Ground truth
Percentage error
Estimated
Ground truth
Percentage error
Estimated
Ground truth
Percentage error
Estimated
Ground truth
Percentage error

(%)

(%)

(%)

(%)

(%)

(%)

Fig. 5. The rendered, new views of (a, b) the James Watt bust and (c, d) the bottle; (a, c) using ground truth or (b, d) estimated parameters.

relatively simple single source and more complex cases with multiple lights. In Fig. 1, we show synthetic examples with only a single light source, a cup and a cube, with added Gaussian noise. Table
1 summarizes the results of the recovery process and compares the
estimated parameters with the ground truth. For the cup, the
recovered parameters are very close to the true values, even for
the larger noise level shown. The error distribution in the estimated diffuse reﬂectance values is also plotted in Fig. 1e for the
cup; these values are successfully recovered. An example of the
objective function for the cup is given (Fig. 1g), showing its unimodal form. For subjective comparison, we can compare rendered image (using the estimated parameters by Gouraud shading) of the

same cup in different positions in Fig. 2b with the image synthesized using the ground truth shown in Fig. 2a. This rendered result
can also be compared to the synthetic input images in Fig. 1a and b.
The equivalent results for the cube are collected in Table 1 and
Fig. 1c, d, f and h. This is a deliberately awkward test case; in contrast to the cup that has considerable curvature on the surface, and
hence normals in many directions relative to the world coordinate
system, the cube has only a few ﬂat surfaces so that the estimate of
the parameters is much worse because of the lack of data at most
normal angles. For the cube, few specular areas can be observed
from the limited camera positions. This makes the objective function poorly peaked (Fig. 1h), and the optimization converges to a

1646

S. Xu, A.M. Wallace / Pattern Recognition Letters 29 (2008) 1639–1647

Fig. 6. The real stereo image for (a, b) the frog and (d, e) the rabbit; (c) the frog and (d) the rabbit rendered from new viewpoints using the estimated surface reﬂection and
lighting parameters.

Table 5
The recovered reﬂectance and lighting parameters for the frog
Number
1

2

Estimated
Rescaled
Measured
Estimated
Rescaled
Measured

Location l = (Xl, Yl, Zl)

Intensity (Ss)

Shininess (c)

(1.73e + 2, 7.06e + 2, 1.97e + 3)
(1.79e + 2, 7.31e + 2, 2.04e + 3)
(1.20e + 2, 7.92e + 2, 2.04e + 3)
(1.71e + 3, 4.19e + 2, 5.49e + 3)
(6.30e + 2, 1.54e + 2, 2.02e + 3)
(7.27e + 2, 2.42e + 2, 2.02e + 3)

2.73e + 8
2.93e + 8
–
2.17e + 9
2.93e + 8
–

9.30*128

Location l = (Xl, Yl, Zl)

Intensity (Ss)

Shininess (c)

(1.62e + 4, 7.65e + 4, 1.86e + 5)
(1.78e + 2, 8.41e + 2, 2.04e + 3)
(1.20e + 2, 7.92e + 2, 2.04e + 3)
(2.59e + 2, 8.30e + 1, 6.99e + 2)
(7.48e + 2, 2.40e + 2, 2.02e + 3)
(7.27e + 2, 2.42e + 2, 2.02e + 3)
(2.22e + 2, 7.16e + 1, 6.85e + 2)
(7.26e + 2, 2.34e + 2, 2.24e + 3)
(5.50e + 2, 2.57e + 2, 2.24e + 3)

1.94e + 12
2.34e + 8
–
1.89e + 7
1.58e + 8
–
1.93e + 7
2.06e + 8
–

3.01*128

Table 6
The recovered reﬂectance and lighting parameters for the rabbit
Number
1

2

3

Estimated
Rescaled
Measured
Estimated
Rescaled
Measured
Estimated
Rescaled
Measured

wrong solution (Table 1). Nevertheless, although the quantitative
evaluation is clearly worse than the cup, the ﬁnal rendering is still
acceptable in Fig. 2d.
For real data from a camel cup illuminated by a single light,
illustrated in Fig. 3, we have shown in Table 2, a comparison between the light location, measured with a metric stick, and the
recovered values, rescaled by an input parameter so that the Z
coordinates coincide. The estimate of the single light location is
accurate but the true values of the specular and diffuse reﬂection
coefﬁcients are not known. To compensate for the absence of
ground truth, Fig. 3c shows again a synthetic view to compare subjectively with the real data (Fig. 3a and b).
Next, we show examples with multiple light sources, up to
three lights are considered. Fig. 4 shows synthetic stereo pairs of

a James Watt bust (illuminated by two lights, and shown in
Fig. 4a and b) and a bottle (illuminated by 3 lights, and shown in
Fig. 4c and d), both with added noise of 1% standard deviation,
the error distributions in diffuse reﬂectance. Examples of the
objective functions are also shown in Fig. 4. Tables 3 and 4 summarize the results of the recovery process for 1% and 8% noise. Fig. 5
shows new views of the rendered objects. As comparison with
ground truth is readily available, the data of Tables 3 and 4 show
how the reﬂectance and light parameters are well recovered. Finally, Fig. 6 shows real data, a ‘‘frog” (illuminated by two lights) and a
‘‘rabbit” (with a complex albedo pattern, illuminated by three
lights). Tables 5 and 6 collect the estimated parameters. These ﬁnal
examples shows the successful estimation of parameters and their
use to render new synthetic views of the real objects, such as in
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Fig. 6c and f, recovering not just the diffuse and specular reﬂectance properties, but also the multiple point light locations and
intensities.
4. Discussion and future work
We have presented an approach for the simultaneous recovery
of multiple illumination and reﬂectance parameters using a depth
map and two calibrated cameras that allows registration of the 2D/
3D image data. The method is able to recover the locations and
intensities of multiple distinct point light sources, the diffuse
reﬂection coefﬁcients of the surface nodes, and the specular coefﬁcient and exponent, in the latter case assumed constant on the object surface. We have worked with a maximum of three light
sources, and in the main used curved objects with a distribution
of surface normals, which leads empirically to an optimization
with a well deﬁned minimum. As a counter example, we have
shown results for a cube with a very restricted normal range, and
consequent poorer results. Future development of the approach
would be enhanced by a more systematic analysis of the effects
of different normal distributions and numbers of light sources
but there is no established, benchmark data set in this area. For
the examples given, stochastic optimization is not employed but
for more complex scenes and lighting conﬁgurations this would
be a likely modiﬁcation. Future work should also include the recomputation of surface node to light visibility at each stage of
the optimization procedure to ﬁnd the light locations. In principle,
the method should be extensible to other types of reﬂectance and
lighting models, but this has not yet been evaluated.
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